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Moore's law

40 Years of Microprocessor Trend Data
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Original data up to the year 2010 collected and plotted by M. Horowitz, F. Labonte, O. Shacham, K. Olukotun, L. Hammond, and C. Batten
New plot and data collected for 2010-2015 by K. Rupp
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The end of Moore's law (?)

YTdpxouv uoikol iepLoplopol oto ooa Tpav{iotop PTopoUpE va
XWPECOUE O€ €V OAOKANPWUEVO KUKAWHA

H mepattépw pelwon twv dlactdoswv Twy Tpaviiotop auEdvel o€
KOOTOG KaBWG TANGLAJOUPE TA PUOLKA OpLA TNG EKACTOTE
TEXVOAOYLAG NULaywyou (Ttupitio)

Mepattépw BeAtiwon tng emidoong pmopet va €pBet peoa amd
EMEEEPYAOTEC ELSLKOU TKOTTOU

AKPWG ETEPOYEVI UTIOAOYLOTIKA CUCTIATA

MapAaAANAEG ApXLTEKTOVLKEG UTTOAO LQ TEXVLKEG HNYQAVLKIG [



ETiLtayuvteg

@ APXLTEKTOVLKEG EEELELKEVPEVEG OTNV EMITAYUVON KATIOLAG OLKOYEVELAG
EQAPHOYWV

>

vV VY vy VvV VY

Kputtoypapia
Mpagka

‘Opaon uttoAoyLoTwWV
Kputto-vopiopata
Internet of Things
Mnxavikn paénon

@ Fuvrnbwg XpNOLPOTIOLOVVTAL WG CUVETIEEEPYAOTEC O KAAOOLKEG CPUS

>

>

H Xprjon toug pmopel va ival Stapavrg
'H va amattel aA\ayr| Twv Tpoypappatwy

MapAdANAEG apXLTEKTOVLKEG UTTIOAOYLOHOU YL TEXVLKEG UNXAVLKAG



ETtitayuvteg oto TOP500
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[MPOKANGCELG

@ Applicability: elvat o a\yoplBuog pou KatdAANAog yLa tov
ETILTAXULVTH;

@ Programmability: méoo SUoko)o elval va Tpoypappatiow tov
ETILTAXULVTH;

@ Portability: petagpépetat ebkoAa o ahydplBuog pou o€
SLAPOPETIKOUG ETILTAYUVTEG;

@ Availability: utdpyouv emitayxuvtég otn Stabeaon pou;

@ Scalability: kKAtpakwvetatl eUKoAd 0 alyopLBPOG Hou o€ TIOAAOUG
ETILTAXUVTEG;

MapAdANAEG apXLTEKTOVLKEG UTIOAOY! 0 yLa TEXVLKEG HNXQVLKIG P



GPUs

MapAaNAEG ApXLTEKTOVLK: NXAVLKAG H



GPUs

@ Emtayuvteg yla tnv enefepyaocia ypapikwy (Graphics Processing
Units, GPUs)

» Embarrassingly parallel epappoyéc (visualization, gaming, k.Att.)
> ApxLKa, oxedlaotnkav povo yua ypagka (hardwired logic)
@ EmwyeAnBnkav amd to vopo tou Moore Kat eEeAixBnkav o€ TiLo
EUEALKTOUG KL TIPOYPAMUATIOLOUG ETIEEEPYAOTEG
@ OLoUyxpoveg GPUs Pmtopouv va EKTEAECOUV €va PEYAAO EVPOG
UTTOAOYLOTLKA aTIALTNTIKWY £pappoywy (General Purpose GPUs)
> YYnAOG TapaAANALOHOG
> [MoM\a Sedopéva
» oMol utoAoylopol ava Sedopévo (arithmetic intensity)

MapAdANAEG apXLTEKTOVLKEG UTTIOAOYLOHOU yLa TEXVLKEG HNXQAVLKIG UG



GPUs oto TOP500

Rmax Rpeak Power
Rank Site System Cores (TFlop/s) (TFlop/s) (kW)

1 DOE/SC/0ak Ridge National Summit - IBM Power S 2,397,824 143,500.0 200,794.9 9,783
Laboratory AC922, IBM POWER? 22C
United States NVIDIA Volta GY100, Dual-rail
Mellanox EDR Infiniband
IBM
2 DOE/NNSA/LLNL Sierra - IBM Power System 1,072,480 94,640.0 125712.0 7,438
United States 5922LC, IBM POWER? 22C 3.1GHz,
NVIDIA Volta GV100, Dual-rail

Mellanox EDR Infiniband
IBM / NVIDIA / Mellanox

3 National Supercemputing Center in Sunway TaihuLight - Sunway MPP, 10,649,600 93,014.6 125,435.9 15,371

Wuxi Sunway SW26010 260C 1.45GHz,
China Sunway
NRCPC
4 National Super Computer Centerin  Tianhe-2A - TH 4,981,760 61,4445 100,678.7 18,482
Guangzhou Intel Xeon E5-2692v2 12C 2.2GHz,
China -2, Matrix-2000

387,872 21,230.0 27,1543 2384

2690v3 12C 2.6GHz, Aries
Switzerland interconnect , NVIDIA Tesla P100
Cray Inc.

MapAAANAEG APXLTEKTOVLKEG UTIOAOYLOHOU YLO TEXVLKEG HNXQVLK|




Eniéoon
CPUs vs GPUs - YtoAoytopol Sumhng akpipeLag

Theoretical Peak Floating Point Operations per Clock Cycle, Double Precision

FLOPs per Clock Cycle

INTEL Xeon CPUs —dbe—

NVIDIA Tesla GPUs —Jl—
. AMD Radeon GPUs —@)—
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MapAdAANAEG apXLTEKTOVLKEG UTTIOAOYLOHOU yLa TEXVLKEG HNXAVLKIG HABnong




Eniéoon
CPUs vs GPUs - BaBud Mnyavikri Mabnon

Tosta V100 B o
Testa P00 |NEY

xceu |1

0 0 20 30% A 50
Performance Normalized to CPU

Workload: ResNet-50 | CPU: 1X Xeon E5-2690vé @ 2.6 GHz | GPU: Add 1X Tesla P100 or V100

MapAdANAEG Ap)LTEKTOVLK: NXAVLKAG H



GPUs
@ Apyxltektovikr) GPUs

MapAaAANAEG APXLTEKTOVLKEG UTIOA La TEXVLKEG HNYaV



APXLTEKTOVLKN
doocopia oxedlaong

@ Emtdyuvon data-parallel compute-intensive epappoywv
@ BQOLKEG OXESLAOTIKEG ETILAOYEG

> YYnAog aplBpdg muprvwy

> Fine-grained hardware multithreading (yLat(;)

» Thread scheduling logic (yiat(;)

MapAdANAEG apXLTEKTOVLKEG UTTIOAOYLOHOU YL TEXVLKEG UNXAVLKAG



APXLTEKTOVLKN
CPUs vs GPUs

e CPU e GPU

» Alyol kat oUvBetoL » Meploodtepol kat amhotl
UTTIOAOYLOTLKOL TTUPHVES UTTOAOYLOTLKOL TTUPHVEG

» BaBud tepapyia kKpung pvApng > Alya enimeda KpuENGg UvnRPng

> KUpla pvrpn Heyaang » KUpla pvrpn TepLopLoPEVNG
XWPNTIKATNTAG KAl XapnAou XWPNTIKATNTAG KAl UPnAoU
€Vpoug Lwvng €VpoUC Lwvng

» Alayelpnon vnpAatwy EKTEAECNG » Alayelpnon vnpdatwy
aTo TO AELTOUPYLKO cuotnpa EKTENEONG ATIO TO UALKO

MapAaAANAEG ApXLTEKTOVLKEG UTTOAO ) YL TEXVLKEG PNXaVLKNG Habnong



Flynn's Taxonomy
CPUs vs GPUs

CPUs
MIMD + SIMD J

@ SIMD implementation:
> "explicit” pe eTEKTACELG TOU ISA (T1.X. MMX, SSE, AVX extensions yLa x86)
> O TIPOYPAMHATLOTAG (1] O HETAYAWTTLOTAG) TIPOCAPHOJEL pNTA TOV
KWSLKa

GPUs
SIMD J

@ SIMD implementation:
> “implicit” pe Staxelplon amo To UALKO
> O TIPOYPAPHATLOTHG (] O HETAYAWTTLOTAG) TIAPAYEL OELPLAKO KWELKA

MapAdAANAEG apXLTEKTOVLKEG UTTIOAOYLOHOU yLa TEXVLKEG HNXQAVLKIG UG



Eién GPUs

@ AwakpLteg: ouvdéovtal e T CPU peow Kavailou
> ALK TOUG pvAun
- MeyaAUtepo eUpog Jwvng
- MeplopLopévn xwpnTKOTNTA
» [MepLoodTeEPN UTTOAOYLOTLKY SUVapn
> YynAotepn katavalwon Loxvog

MapAaAANAEG ApXLTEKTOVLKEG UTTOAO YLQ TEXVLKEG UNXAVLKAG



Eién GPUs

@ OAokAnpwpeveg oto (8Lo tourm pe tn CPU
» Motpadovtal tnv tSta pvApn pe tn CPU
- Mwkpdtepo eUpog Lwvng
- MeyaAUtepn xwpnTkoTnTa
- AVTaQyWwVLOPOG yla TN PvAUn
> ALyOTEpN UTIOAOYLOTLKN SUvapn
» MkpOTEPN KatavaAwaon Loxvog

T

'l ﬁ System |

= Core Agent & | |
L

s  Memory |
i Controller

Processor ‘ . : .
Graphics L . = A cludin

Memory Controller I/0

MapAaAANAEG ApXLTEKTOVLKEG UTTOAO LQ TEXVLKEG HNXQAVLKIG HABn



GPUs

@ lMpoypappatiopog GPUs

MapAaAANAEG ApXLTEKTOVLKEG UTTOAO La TEXVLKEG HNYavL



MovtéAo ekteAEONG

Memory

ro(:e(s:gpy
in
4 dalg

Copy the result

or 6P0

GPU

CPU

Instruct the processing

Execute parallel ®/
in each core

Baoikd Bripata:

1.

Avtlypagoupe ta SeSopéva
TIou BéAoupe va
emneEepyaoctoupe amd tn
HVAHN TG CPU ot pvipn
¢ GPU

. H CPU avaBsteL tov

uttoAoylopd otnv GPU

. O uTtoAoyLopOG ekTeAeiTaL

otnv GPU

Avtlypagr Twv
ATOTEAECHETWY TOU
UTTOAOYLOHOU aTtd T Pvrpn
¢ GPU otn pvrjpn tng CPU

MapAdAANAEG apXLTEKTOVLKEG UTIOAOY!

) yLa TEXVLKEG HNXAVLKIG paBnong



Mwg xpnotpotoww pia GPU;

@ Mg £TOLPEG EQAPPOYEG TTIOU uTtooTNpifouv
GPUs
» TensorFlow, PyTorch
@ Me BeAtiotomoinpéveg BLBALoBrKeg
> CUBLAS, cuSPARSE, cuDNN
@ Me Slemayeg (APIs) tou Baoiovtal og 08nyieg
(directives) Ttpog To peETayyAwTLoTh:
» OpenACC
» OpenMP
@ Me xprion yAwooag Tpoypappatiopou
(ETIEKTOON UTTAPXOUOCAC):
> NVIDIA CUDA (C/C++)
> OpenCL (C/C++)

MapAdAANAEG apXLTEKTOVLKEG UTTIOAOYLOHOU yLa TEXVLKEG HNXQAVLKIG UG

Eukohia
TTPOYPAPPATIONOU

Emidoon



MapdAAnAog Tpoypappatiopdg oe CUDA GPUs

AEG APXLTEKTOVLKEG UTIOAD L0 TEXVLKEG PNXQAVLKAG PaBn



Compute Unified Device Architec-
ture (CUDA)

@ Parallel computing platform + programming model
@ AvartuyxBnke amo tnv NVIDIA e8ikd yia GPGPU computing

MapAdAANAEG apXLTEKTOVLKEG UTTIOAOYLOHOU yLa TEXVLKEG HNXAVLKIG HABnong



MapdAAnAog Tpoypappatiopdg oe CUDA GPUs
@ CUDA parallel computing platform

MapAdAANAEG apXLTEKTOVLKEG UTIOAOY! ) YL TEXVLKEG PUNXavLKNG Habnong



CUDA parallel computing platform

FEVIKM) apXLTEKTOVLKN plag NVIDIA GPU

Device

Multiprocessor N

Multiprocessor 2

Multiprocessor 1

Shared Memory

Registers Registers. Registers
Instruction
Unit
Processor1  Processor2| *** Processor M

Constant
Cache

Texture

Device memory

@ KdBe ouokeur) GPU amoteleitat amo
OUOTOLYLEG TIOAUETIEEEPYAOTWV POWV
(Streaming Multiprocessors - SMs)

@ KdBe moAueTEEEPYAOTHG pOWV
amnoteAe(tal anod:

>

vvyVvyy

Ene€epyaotég powv
(Streaming Processors - SPs
1l aAM\wg CUDA cores)

MoAU peydho apyxeio
Kataywpntwy (8K - 32K)
Shared memory

Constant cache (read-only)
Texture cache




CUDA parallel computing platform

Baotkr) Sopikn povada: Streaming Multiprocessor (SM)

@ KdabBe SM avahapPavel va eKTENECEL €van
TIEPLOCATEPA PTIAOK aTTO vrpata (thread

blocks)
@ ‘OAa ta vApata evog thread block CUDA Core
potpdlovtal Toug topoug Tou SM ——

@ Ta vrpata opyavwvovtal Tepattépw o€
OHGSEG TV 32 VNUATwV (warps) Kal
Spopoloyouvtat ano warp schedulers ota
cores TIOU TO ATOTEAOUV

@ e kaBs KUKAO poAoyLloU OAa Ta vrpata
€VOG warp ekTteAOLV TNV (SLa evtoln

» Single Instruction Multiple Thread
(SIMT)

@ H xpovoSpopoAdynon Twy warps evog
HTIAOK €XEL PNSAPLVO KOOTOG

Strearning Multiprocessor (SM)




CUDA parallel computing platform

MapddeLypa: apyLTeKTOVLKY Fermi

Host Interface

GPC GPC

Raster Engine Raster Engine

T+ T3 T

WMemory Controller
Jeljonuod Aoweyy

z H
3 3
= 2
§ <2
o s
g S
£ S
2 g

quoD Aloweyy

Memory Contrs

Jajjo:

£3
Raster Engine
GPC

MapAdANAEG apXLTEKTOVLKEG UTIOAOY! YLQ TEXVLKEG HNXQAVLKT



CUDA parallel computing platform

AuVATOTNTEG CUOKELWVY

@ Ot duvatdtnteg kKaBe ocuokeung kaBopifovtal amo to “compute
capability”
» <major>.<minor>
» O aplBudg major SNAWVEL EKSOCN TNG PHLKPO-APXLTEKTOVLKIG
» O aplBpdg minor SNAWVEL BEATLWOELG TNG PLKPO-APXLTEKTOVLKIG

Microarchitecture ~ Comp. Capability

Tesla 1.x
Fermi 2.X
Kepler 3.x
Maxwell 5.x
Pascal 6.X
Volta 7.X

MapAdANAEG apXLTEKTOVLKEG UTIOAOY! 0 yLa TEXVLKEG HNXQVLKIG P



MapdAAnAog Tpoypappatiopdg oe CUDA GPUs

@ CUDA programming model

MapAaAANAEG ApXLTEKTOVLKEG UTTOAO LQ TEXVLKEG UNXQAVLKIG HABn



CUDA programming model

@ Etepoyeveg
» Yuppetexouv n CPU (wg host) kat n GPU (wg device)
@ H ektéeon umoAoylopwy otn GPU yivetal péca and kernel launches
> kernel = 0 KWSLKAG TIOU EKTEAEL KAOE VA (OELPLAKOC)
> KdBe kernel ekteleital N popég, 6mou N 0 aplBpdg Twy VNPAETwy Tou
opifovtal amd Tov TPoyPAPHATLOTH
» Single Instruction Multiple Thread (SIMT) povtéAo ektéAeong
@ KAlakwolpo
> To (510 ekTENEOLO PTTOPEL Va EKTENEOTEL OE SLAPOPETLKEG KAPTEG
YPAPLKWVY UE SLAPOPETIKO aplBpo6 amd SMs

MapAdANAEG apXLTEKTOVLKEG UTIOAOY! 0 yLa TEXVLKEG HNXQVLKIG P



CUDA programming model

Thread abstraction

@ KdaBe umtohoyLotikdg tuprvag (kernel) mou avatiBetal pog ektéheon otnv GPU
OPYAVWVETAL Ao TOV TIPOYPAPPATLOTH O€ éva TIAEypa (grid) amod vipata

grid

1\

thread block -+ thread block

TN

warp warp

32 threads

@ To grid kat ta thread blocks pmopouv va sivat 1D, 2D rj 3D

@ Ymapyouv Teploplopol oTLg Staotdoelg Tou grid kat Tou thread block (avahoya pe to
compute capability)

MapAdANAEG apXLTEKTOVLKEG UTIOAOY! ) yLO TEXVLKEG HNYAVLKT)



CUDA programming model
Thread abstraction




CUDA programming model

Thread abstraction

@ Tiavamapiotd éva CUDA thread;
> €va aveEApTNTO VA EKTEAEDNG
> pe 8kd Tou program counter, KATaXWPNTEG, processor state K.ATL.
@ Tiavamaplotd éva CUDA thread block;
» ¢va (data) parallel kat aveEaptnro task
» OAa ta thread blocks éxouv to (8lo onpelo eL0650U, AAA PTtopoLV va
SlagopotioltnBolv otV eKTEAEDN KWELKA
> TO TIPOYPAUHA OPeiAeL va elval 0pBO yLa oTIoLaSATIOTE OELPA EKTEAECNC
Twv threads blocks

MapAaAANAEG ApXLTEKTOVLKEG UTTOAO YLQ TEXVLKEG UNXAVLKAG



CUDA programming model

Thread abstraction

@ e kdBe vripa ektéAeong avatiBetal éva povasdiko ID evtdg tou thread block oto
oTI0{0 aVrKEL

@ To ID k@B vripatog mpoodlopiletal amo TiG «CUVTETAYHEVEG» TOU EVTOG Tou thread
block oto omolo avrket

> Ta pmAok (Dz, Dy), to ID Tou vApatog (z, y) elvat z + y D,
> Ta pmiok (Dzx, Dy, Dz), to ID Tou vApatog (z, y, z) eivat x + yDy + 2Dy Dy

@ H opydvwon Twv vnudtwv evog thread block og warps yivetat oelplakd pe Bdon ta
IDs Twv vnpdtwy

> to warp 0 TtepLéxeL ta vrpata pe IDs 0-31, to warp 1 ta vijpata pe IDs 32-63,
K.0.K.

> av 0 aplBpog vnuatwy tou thread block Sev elvat ToAamAdcto tou warp size
(32) tote To TeNeuTalo warp Ba cupmAnpwBel pe vApata ta omola Ba eivat
«HOPKAPLOPEVA» WG AVEVEPYA

@ Ta IDs xpnotpomotovvtal cuvrBwg yia tnv avdbeon SeSopévwy o vipata

MapAaAANAEG ApXLTEKTOVLKEG UTTOAO YLQ TEXVLKEG UNXAVLKAG



CUDA programming model

JUYXPOVLOPOG

@ Evtog evog thread block (i SM):

» Memory fences

> Barriers

» Atomic operations (compute capability >=1.1)
@ KaBoAwka:

> Metagl SLaSox LKWV KANCEWY TIUPHVWY

» Atomic operations (compute capability >=1.1)

MapAdANAEG apXLTEKTOVLKEG UTTIOAOYLOHOU YL TEXVLKEG UNXAVLKAG



CUDA programming model

MpodoBaocn otnv Lepapyia pvnung

@ H epapyia pvnpng extibetal oto M.M. kat propel va tnv XeLpLotel o
TIPOYPAUHATLOTAG

Awapolpacud e tepapyiag

KaBoALKr pvnun ‘O\a ta blocks
Mvrjun otabepwv ‘O\a ta blocks
Mvrun textures ‘O\a ta blocks

Motpalopevn pvpn  ‘OAa ta vijpata evég block

Register file ‘OAa ta vipata evég block

MapAdAANAEG apXLTEKTOVLKEG UTTIOAOYLOHOU yLa TEXVLKEG HNXAVLKIG HABnong



MapdAAnAog Tpoypappatiopdg oe CUDA GPUs

@ CUDA C/C++

MapAdAANAEG apXLTEKTOVLKEG UTIOAOY! ) YL TEXVLKEG PUNXavLKNG Habnong



CUDA C/C++

@ Eméxtaon tng C/C++ pe ETUITAEOV TUTIOUG KAl TIPOOSLOPLOTEG
@ Xpnotporolel to front-end tng C++

> MMoAUPOPPLOPOG

» Mapapetpol poemAoyr|g (default parameters)

> YTIEPPOPTWON TEAEOTWV

» Xwpol ovopdtwy (namespaces)

» Mpdtuna cuvaptroswy (function templates)

@ Apxeta mnyaiou Kwéika pe kKatdAngn . cu

@ MEeTayAwTTLOTAG: nvce
> KwdLkag Ttou TipoKeLtal va TpéEel otnv CPU (host code)
» Kwdlkag Ttou TipokeLtal va tpekel otnv GPU (device code)
> XPnOLYOTIOLEL TOV HETAYAWTTLOTH TOU CUCTHUATOG YLd TNV TIApaywyr)
KwSika yla tnv CPU

MapAdANAEG apXLTEKTOVLKEG UTTIOAOYLOHOU yLa TEXVLKEG HNXQAVLKIG UG



CUDA C/C++

Atadikaoia PHETAayAWTTLONG KAl EKTEAECNG

$ nvcc -o my_gpu_prog
my_prog.cu

-~

+ Just-In-Time petayAwttion
Tou Tuprva GPU L

nvcc front-end ]

[ host compiler ] nvcc core ]

—)[fat binary for VM]

MapAaAANAEG ApXLTEKTOVLKEG UTTOAO YLQ TEXVLKEG HNXQVLKI



CUDA C/C++

Ataxwplopdc kwdika host/device

@ Me xprion poodloplotwy (qualifiers) cuvaptrioewv
@ __device__

» EkteAeltal otnv OUCKEUN

» Mropel va KANBEel povo amod KWSLKA TG GUGKEUNG
@ __host__

» Ekteleital oto host

» Mmopel va kKAnBel pévo anod kwdika tou host
@ __global__

» EkteAeltal otnv CUOKEUN

> Tuvnbwg avagépetat we GPU kernel

MapAaAANAEG ApXLTEKTOVLKEG UTTOAO LQ TEXVLKEG HNYQAVLKIG [



CUDA C/C++

Ataxwplopdc kwdika host/device - Mapdadetypa

__device__ int get_thread_id()

{
return (...);
}
__global__ void my_gpu_kernel(const float *input, float *result)
{
int tid = get_thread_id();
}
int main()
{
float *my_input, *my_result;
my_gpu_kernel<<<G, B>>>(my_input, my_result);
}

MapAdANAEG apXLTEKTOVLKEG UTIOAOY! ) yLO TEXVLKEG HNYAVLKT)



CUDA C/C++

Mpoodloploteg PetaBAnTWY

@ __device__

» Bploketal otnv KaBoALkr pvrun
» MpooBdoipn amoé oAa ta blocks

@ __constant__

» Bploketal otnVv pvnpn otabepwv
» MpooBdoiun amo oAa ta blocks
@ __shared__

» Bploketal otnv potpaldpevn Pvrpn tou SM
» MpooBdolun anod 6Aa ta vrpata evog thread block

@ [.x., mivakag 256 floats otnv potpalopevn pvnun:

__shared__ float array[256];

MapAaAANAEG ApXLTEKTOVLKEG UTTOAO ) yLO TEXVLKEG HNYAVLKT)



CUDA C/C++

MeptBAMOV €KTEAEONG KAL OPYAVWON VNUATWY -
KAon mupAvwy

@ Katd tnv kKA\ron evog uprva yla tnv GPU Ba mipémel va
Tipoodlopidovtat tavta to peyebog tou block kat tou grid

@ Mapadelypa Snuloupylag povodiactatou block 32 vnudtwy kat
avtiotolyou grid:

int main(...)

{
dim3 block(32);
dim3 grid(N/32);
my_gpu_kernel<<<grid, block>>>(...);
}

H KArjon tou Tuprva Ytopel va amoTuyel, €av eV ETAPKOUV oL TTOPOL TG
OUOKEUN (registers, shared memory)

MapAaAANAEG apXLTEKTOVLKEG UTTIOAOYLOHOU yLa TEXVLKEG HNXAVLKIG HABnong



CUDA C/C++

MeptBAMOV €KTEAEONG KAL OPYAVWON VNUATWY -
MpoaSLopLopPOG VAATOG

@ To ID kaBe vrjpatog pocdlopiletal amo TLG «CUVTETAYHEVEG» TOU
€VTOG Tou block oto omolo avriket
@ H CUDA C opilel Tig €6 peTapBAnTEG:
» uint3 threadldx: oL CUVTETAYHEVEG TOU VIUATOG EVTOG TOU TPEXOVTOG
block
» uint3 blockldx: oL cuvtetaypéveg tou block evtdg tou grid
» dim3 blockDim: ot StaotdoeLg tou block
» dim3 gridDim: oL Stactdoelg tou grid
@ [1.x., To ID Tou TpEYOVTOG VrHatog VoG povodlaotatou block o€ éva
povodiaotaro grid sivat

» local_tid = threadIdx.x , EVTOC TOU block
> global_tid = threadIdx.x + blockDim.x*blockIdx.x ,svrc')q Tou grid

MapAaAANAEG ApXLTEKTOVLKEG UTTOAO LQ TEXVLKEG UNXAVLKNG



CUDA C/C++

MpodoBaocn otnv Lepapyia pvnung

@ Mvrjun otabepwv
» Mg xprion Tou TipooSLOPLOTH| __constant__
@ Motpaddpevn pvhpn
» Me xprion tou TpoodLlopLotr| __shared__
@ Mvrjun textures
> Me xprion €L8Lkwv Sopwv TIou ovopdlovtal texture references
@ TOTILKN PVAHN
» Me xprion tou mipoadilopiotr .local otnv PTX assembly

MapAdANAEG apXLTEKTOVLKEG UTTIOAOYLOHOU YL TEXVLKEG UNXAVLKAG



CUDA C/C++

Motpagopevn pvipn

@ To peyeBog TN poLpalopevng PVAHNG HTIOPEL va KaBopLoTEL Kal Katd Tnv
KArjon plag _global_ ouvdptnong

@ Kwdkag mupnva
__global__ my_gpu_kernel (...)

{
extern __shared__ float shmem_buff[];

}

@ KArjon tou muprva

int main()

{

shmem_size = 32*sizeof(float);
my_gpu_kernel<<<G, B, shmem_size>>>(...);

MapAAANAEG APXLTEKTOVLKEG UTIOAD L0t TEXVLKEG HNXQVLK]



CUDA C/C++

JUYXPOVLOPOG

@ Memory fences
> Eyyudtat 6tL 6Aeg oL Tpoofaoelg otnv pvrun (global r) shared) péxpt
auTo To onuelo €xouv Tipaypatotoln et
» __threadfence() threadfence_block()
@ Barriers
» Eyyudtat 6tL 6Aa ta vijpata tou block éxouv gtdoel og kdmolo onpelo
Kat OAEG oL TIPOORACELG TIOU £X0UV YIVEL oTNV pvrun (global 1} shared)
€xouv TipaypatotiotnBel
> __syncthreads()
@ ATOMLKEG OUVAPTHOELG
> Avapopég otnv pvrun (global, shared)
> atomicAdd(), atomicInc() K.O.K.

[R—

KaBoALlkOG cuyXpOVLOPOG
Movo peta&u SLaSoXLIKWV KANOEWV TOU Tuprva

MapAaAANAEG ApXLTEKTOVLKEG UTTOAO 0 yLO TEXVLKEG HNXAVLKIG



CUDA C/C++

Runtime Environment

@ YuvaptnoeLg Slaxelplong Yvnung
» cudaMalloc(), cudaFree()
» cudaMallocHost (), cudaFreeHost ()
@ JUVOPTNOELG ETILKOWVWVLAG PE TNV CUOKEUN
> cudaMemcpy ()
@ YUuVapTNOELG Slaxelplong oPaAuAaTwy
> cudaGetLastError ()
@ Yuvaptnoelg Slaxelplong vnuatwy
» cudaThreadSynchronize (), cudaThreadExit ()
@ YUVaPTNOELG SLaxElpLonG TNG CUCKEUNG
@ YUuVapTNOELG SlaxelpLong yeyovoTwy
» cudaEventCreate(), cudaEventDestroy (), cudaEventElapsedTime ()
MetayAwTTion

Tuvdeon pe tnv BLPBALoONKN cudart, -1cudart

MapAaAANAEG ApXLTEKTOVLKEG UTTOAO LQ TEXVLKEG UNXAVLKNG



CUDA C/C++

ABpotopa Stavuopdtwy - Host code (1/2)

int main()

{

float a[N], b[N], c[NI;
float *dev_a, *dev_b, *dev_c;

// Allocate memory on the GPU

cudaMalloc ((void**)&dev_a, N*sizeof(int));
cudaMalloc ((void**)&dev_b, N*sizeof(int));
cudaMalloc ((void**)&dev_c, N*sizeof(int));

// Initialize data on the CPU

’

// Copy the arrays ‘a’ and ‘b’ to the GPU
cudaMemcpy(dev_a, a, N*sizeof(int), cudaMemcpyHostToDevice);
cudaMemcpy(dev_b, b, N*sizeof(int), cudaMemcpyHostToDevice);

MapAdANAEG apXLTEKTOVLKEG UTIOAOY! 0 yLO TEXVLKEG HNXAVLKIG



CUDA C/C++

ABpotopa Stavuopdtwy - Host code (2/2)

// Launch the kernel with N/128 thread blocks

// of 128 threads

dim3 block(128);

dim3 grid ((N+127)/128);

vec_add<<<grid, block>>>(dev_a, dev_b, dev_c, N);

// Copy the array ’‘c’ back from the GPU to the CPU
cudaMemcpy(c, dev_c, N*sizeof(int), cudaMemcpyDeviceToHost);

/! Free the memory allocated on the GPU
cudaFree(dev_a);
cudaFree(dev_b);
cudaFree(dev_c);

return O;

MapAdANAEG apXLTEKTOVLKEG UTIOAOY! ) yLO TEXVLKEG HNYAVLKT)



CUDA C/C++

ABpotopa Stavuopdtwy - Device code

@ Opioape 1A grid kat 1A block (yLati;)
@ KdaBe vrjpa avalapBavel Tov uTtoAoyLopd evog otolxelou

__global__ void vec_add(const float *a, const float *b,
float *c, int N)
{
int tid = blockDim.x*blockldx.x + threadldx.x;
if (tid >=N)
return;
c[tid] = a[tid] + b[tid];
}
Tt Ba cupBet av To N elval apketd peydho wote ta N/128 blocks va untepBaivouv to
ETILTPETITO OPLO TNG SLdotaong Tou grid; J

MapAaAANAEG ApXLTEKTOVLKEG UTTOAO YL TEXVLKEG HNXQVLKT



CUDA C/C++

Mapddetypa - ABpolopa Stavuopdtwy - Device code

@ OpiQoupe grid e fixed 5LaoTACELG HECQ OTA ETLTPEMTA OpLa (aveEdptnteg tou N)
@ AvaBetoupe o€ KABE VA TOV UTIOAOYLOUO TIEPLOCOTEPWY OTOLYELWV

__global__ void vec_add(const float *a, const float *b,
float *c, int N)

{
/! Grid—stride loop
for (int tid = blockDim.x*blockldx.x + threadldx.x;
tid < N;
tid += blockDim.x*gridDim.x)
{
c[tid] = a[tid] + b[tid];
}
}

Twpa prtopoUpe va pocBeosoupe SLavUoHATa OTIOLOUSHTIOTE P KOUG, TiEpLopLl{OpEVOL
povo amd to péyebog tng RAM otnv GPU

)

MapAdAANAEG apXLTEKTOVLKEG UTIOAOY! 0 yLO TEXVLKEG HNXAVLKIG



MapdAAnAog Tpoypappatiopdg oe CUDA GPUs

@ Zntnuata entdoong

AEG APXLTEKTOVLKEG UTIOAD L0 TEXVLKEG PNXQAVLKAG PaBn



MpouTmoBeoelg yta upnAn emidoon

@ JUVEVWON ava@opwy otnv KABOALKN pvrpn (memory access
coalescing)

@ Warps xwplg SLakAaSWOELG

@ EkpetdMeucon tng polpaldpevng pvnung
@ Meydhog aplBpog vnuatwy

@ YUynAn xpnotuotoinon twv SMs

MapAdANAEG apXLTEKTOVLKEG UTTIOAOYLOHOU yLa TEXVLKEG HNXQAVLKIG UG



MpouTmoBeoelg yta upnAn emidoon

ZUVEVWON aVa@opwy oTtnv KABOoAKH pviun

@ KpuBetL tnv kabuotépnon TpdoBaong otnv KABoALKA Pvrun

@ H kaBoAkr pvrun xwpiletal og tunpata (segments) twv 32, 64 1 128
byte, euBuypappLopéva (aligned) ota avtiotolya épLa

@ HmpooPacn otnv pviun ylvetal ge Stevépyeleg (transactions) avd
THApa

@ Me TNV CUVEVWON TWV aVa@opWV OTNV PVIUN ETILOWKOULE HE va
transaction va JETAYEPOUPE OO0 TO SUVATOV TIEPLOCATEPA XPrOLUA
Sedopeva

@ Auotnpég TpoUTIoBECELG 0TV aKoAouBia TwvV avapopwy avapeoa
ota vApata kat oto alignment twv §eSopévwv

MapAdAANAEG apXLTEKTOVLKEG UTTIOAOYLOHOU yLa TEXVLKEG HNXAVLKIG HABnong



MpouTmoBeoelg yta upnAn emidoon

TUVEVWON avagopwv otnv  KAaBoAwr pvAun -
MpouUrmoBéaoelg (1)

@ Ta 16 vrpata evog half-warp Ba mipémel va poomeAauvouy
> &lte Aé€eLg 4-byte (€éva 64-byte transaction)
> elte Aé€elg 8-byte (éva 128-byte transaction)
> eite AéEeLg 16-byte (SU0 128-byte transactions)

@ Kal ot 16 AéEeLg Ba ipemel va Bplokovtal oto (6Lo memory segment
@ To k-00T0 vrjpa Ba TIPETIEL VA TIPOOTIEAQUVEL TNV k-00Tr A£EN

MapAdANAEG apXLTEKTOVLKEG UTTIOAOYLOHOU yLa TEXVLKEG HNXQAVLKIG UG



MpouTmoBeoelg yta upnAn emidoon

TUVEVWON avagopwv otnv  KAaBoAwr pvAun -
MpoUmoBéoeLg (1)

@ Mapadelypa pooPacng o A¢gelg 4 byte
> YUVEXOMEVEG KAl EUBUYPAULOUEVEG

Aligned and sequential

N
Compute capability: | 1.0 and 1.1 | 1.2and 1.3 2.0

1x 64Bat128 | 1x 64Bat128 ( 1x128B at 128
1x 64Bat192 | 1x 64Bat 192

Mnyr: NVIDIA CUDA Programming Guide

MapAdANAEG apXLTEKTOVLKEG UTTIOAOYLOHOU yLa TEXVLKEG HNXQAVLKIG UG



MpouTmoBeoelg yta upnAn emidoon

TUVEVWON avagopwv otnv  KAaBoAwr pvAun -
MpourmoBéoeLg (I11)

@ Mapdadelypa mpodoPacng o€ Aegelg 4 byte
> Mn ouVEXOHEVEG KaL EUBUYPAUHPLOHEVES

Aligned and non-sequential

N [ I
Compute capability: 1.0 and 1.1 | 1.2and 1.3 2.0

8x 32Bat128 | 1x 64Bat128 | 1x 128B at 128
8x 32Bat160 | 1 x 64Bat 192
8x 32Bat 192
8x 32B at 224

nyr: NVIDIA CUDA Programming Guide

MapAdANAEG apXLTEKTOVLKEG UTIOAOY! 0 yLO TEXVLKEG HNXAVLKIG



MpouTmoBeoelg yta upnAn emidoon

TUVEVWON avagopwv otnv  KAaBoAwr pvAun -
MpoUmoBéoeLg (IV)

o Mapdadelypa mpodoPaong oe Aegelg 4 byte
> YUVEXOUEVEG KAl PN EUBUYPAPHLOPEVES

Misaligned and sequential

N '
Compute capability: 1.0and 1.1 | 1.2and 1.3 2.0

7x 32Bat128 | 1x128Bat 128 | 1 x 128B at 128
8x 32Bat160 | 1x 64Bat 192 | 1 x 128B at 256
8x 32Bat192 | 1x 32Bat 256
8x 32Bat 224
1x 32B at 256

nyr: NVIDIA CUDA Programming Guide

MapAaAANAEG ApXLTEKTOVLKEG UTTOAO LQ TEXVLKEG UNXAVLKNG



MpouTmoBeoelg yta upnAn emidoon

Warps xwpl¢ Stakhadwoelg

@ To SIMT povtéAo ETILTPETEL O KABE Vrjpa va akohouBroet
SLapopeTkd KAAS0, aAd...
> KdBe kAAS0g ekteAeital amod OAd Ta vrjpata tou warp,
QTIEVEPYOTIOLWVTAC T avtioTolya vApata otav ekteAeltal o “not taken”

KAGS0¢ Toug
> To TARBOG TWV XPrOLHWY UTIOAOYLOPWY VA VAHA PELWVETAL CNUAVTLKA

if (threadldx.x > 2) {

// do stuff Divergence yLd TO TIPWTO
} warp kabe thread block! J
if (threadldx.x/WARP_SIZE > 2) {
// do stuff No divergence! J
}

MapAdAANAEG apXLTEKTOVLKEG UTIOAOY! 0 yLO TEXVLKEG HNXAVLKIG



MpouTmoBeoelg yta upnAn emidoon
EkpetdM\euon tng potpaldpevng HVAung

@ HmpooBaon otnv polpaldpevn Pvnpn ExeL KNSEVLKO KOOTOG
@ Opydavwon o€ 16 1) 32 banks

> AlaSoxikeg AéEelg avatiBevtal oe Stadoyikd banks
@ EKUETAAAEUON TNG XPOVLKAG TOTILKOTNTAG TWV TIPOYPAHUHATWY
@ AUO QACELG:

1. (Mpo)pdpTwon Twv SESOPEVWY TIPOG UTIOAOYLOPO

2. YmoAoylopol e xprion Tng poLpadopevng HVApNG

Meploplopot
@ [MepLoplopevo peyedog (16-48 KiB) Ttou potpadovtal 6Aa ta vAipata
evoc block
@ Mmopel va o8nyrnoeL o€ xaunAr xpnowJotoLron Twv SMs
@ lMpoooxn ota bank conflicts

MapAaAANAEG apXLTEKTOVLKEG UTTIOAOYLOHOU yLa TEXVLKEG HNXAVLKIG HABnong



MpouTmoBeoelg yta upnAn emidoon
Y{YnAr xpnotyorotrjon Twv SMs

@ KdBe SM umootnpilel éva péyLoto aplBud evepywv block (1 warps)
» 'Eva warp elval evepyd o6tav pmopel va SpopoloynBel
@ MeploodTEPA EVEPYA VIAPATA PITIOPOUV Va KpUPOUV TLG
KABUOTEPNOELG aTTO TNV TIPOGRACH 0TNV KABOALKN pvrun
@ H xpnotuotolrion twv SMs eEaptdtal aro...
> TLG ATTALTHOELG KABE VAPATOC O KATAXWPNTEG KAL HOLPAlOHEV PVIAHN,
» To TAR00G Twv Vvnudtwy ava block

MapAdAANAEG apXLTEKTOVLKEG UTTIOAOYLOHOU yLa TEXVLKEG HNXAVLKIG HABnong



MpouTmoBeoelg yta upnAn emidoon
Y{YnAn xpnotyorotron twv SMs - NMapadetypa

@ YmobBétoupe GPU pe compute capability 1.0:

Register file 8192
Shared memory 16384
Active blocks/SM 8
Active warps/SM 24

@ YmoBétoupe tuprva Pe
Block size 128
Register usage/thread 9
Shared memory usage/block 1024

@ Modoa evepyd warps uttdpxouv avda SM?
@ CUDA Occupancy calculator

MapAdAANAEG apXLTEKTOVLKEG UTTIOAOYLOHOU yLa TEXVLKEG HNXAVLKIG HABnong



MapdAAnAog Tpoypappatiopdg oe CUDA GPUs

@ Xpnotpa links

AEG APXLTEKTOVLKEG UTIOAD L0 TEXVLKEG PNXQAVLKAG PaBn



Xpnowua links

@ www.gpgpu.org
@ www.gpucomputing.net

@ NVIDIA Developer Zone,

> https://developer.nvidia.com
» http://docs.nvidia.com/cuda/cuda-c-programming-guide

MapAdAANAEG apXLTEKTOVLKEG UTTIOAOYLOHOU yLa TEXVLKEG HNXAVLKIG HABnong
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